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Executive Summary

Due to globalization, Web-based sales and service, more vigorous competition, and more 
stringent regulations, the goal of ensuring the availability and recoverability of data and 
applications has risen considerably on the priority lists of today’s CIOs. A wide range of 
technologies is available to address this goal. At the apex of a spectrum of solutions sits 
a strategy that maintains highly redundant, geographically dispersed systems and data, 
commonly identified as High Availability (HA) or Disaster Recovery (DR). Occupying the lower 
extreme is traditional tape-based backups, which provide reliable but rudimentary disaster 
recovery capabilities. But between the two sit a variety of technologies offering various levels 
of system availability and recovery speed and completeness.

Depicting this continuum along a single line from low-end disaster recovery to high-end 
high availability would be misleading. HA and DR are not mutually exclusive. Both may be 
required to provide complete protection. For example, a tape-based DR solution cannot be 
used as a means to keep systems available during brief outages, such as those required by 
normal maintenance. At the same time, an HA solution may be of no help in recovering from 
a wide-area disaster such as an earthquake, because both the production and HA backup 
system may be destroyed, even if they are placed in separate buildings in the same city. 

The point is that to understand the HA/DR solution spectrum requires two-factor analysis. 
Each technology must be considered for both its ability to protect data and its ability to keep 
operations online or bring them back online quickly. Each class of technology in the HA/DR 
spectrum exhibits different operating characteristics and provides a fairly distinct range of 
data protection and downtime avoidance. Indeed, the capabilities of some technologies can 
overlap each other. Other solutions are focused on a single specific technical issue, such as 
a disk drive failure.

This white paper reviews the technology spectrum available for IBM i and AIX environments, 
including the latest, next-generation solutions, with a goal of preparing IT professionals to 
evaluate and adopt those most effective and appropriate for their organization.

Recommended Actions:

•  Determine your organization’s full range of HA and DR requirements. For “requirement,” 
read “imperative.” These are issues, such as regulatory compliance, that must be 
addressed in addition to general business operation needs.

•  Evaluate the true value of data and application availability for your organization. Can 
you really afford weekend and evening maintenance shutdowns or even brief periods of 
unplanned downtime? Or is your business threatened by even small amounts of downtime 
at any time of any day or night?

•  Finally, review the all of the HA/DR technologies on the market. Study their operating 
characteristics and the purposes they serve. Then select the ones that will meet your 
requirements and put your organization at a competitive advantage.
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Introduction 

Disaster recovery, or DR, is one of those subjects that can be discussed not only at length, 
but also from many different perspectives. The process of recovering from a storm or other 
natural disaster that affects people and infrastructure across a wide geographic region is 
clearly not the same as that required for a business to recover from the impact of, say, a fire 
at a central warehouse. But no matter at what level one talks about disaster recovery, there 
are two key metrics, two goals that will inevitably be discussed: the time it takes to recover, 
to “get back to normal,” and the state or condition to which one can hope to recover. 

These same metrics are central to any discussion of recovery from IT disasters, such as 
the loss of a server or data center or just the loss of a file or data object. Most commonly, 
experts in DR planning talk about an organization’s recovery expectations in terms of their 
“Recovery Time Objective” and their “Recovery Point Objective.”

Recovery Time Objective (RTO) describes the goal for how quickly data is to be recovered 
and made available to users after the failure or loss of a system. For example, some compa-
nies may be willing to tolerate six to 24 hours of “downtime,” while others (e.g., large online 
retailers) are willing to wait only a minute or two. 

Recovery Point Objective (RPO) measures the completeness of the data and/or application 
functionality ultimately recovered. For instance, one shop may be willing to accept the loss 
(and subsequent manual re-creation) of a day’s worth of transactions, while another may be 
willing to tolerate the loss of only transactions that were in process at the very moment the 
system failed. 

The DR Technology Spectrum 

Disaster recovery is not accomplished through any single technology or strategy. Instead, it 
requires a spectrum of technologies and strategies that serve different needs.

Low End of the Spectrum: Tape Saves 

The foundational DR strategy is to take regular tape backups of critical data and store those 
backups offsite in a secure location. Of course, if you rely solely on tape-based backups and 
a failure occurs, you can recover only data updates applied up to the last save. Any changes 
that occurred after that point will need to be manually re-created unless you also have other 
DR technologies in place. If you are saving data to tape once each day, your data recovery 
point can be as much as 24 hours prior to the loss of the system.

In some cases, the recovery point can be even older. For example, if tape saves done during 
the night are not couriered offsite until, say, 10:00 a.m. the next day, an early morning catas-
trophe may destroy the latest tapes. And tape is not infallible. If the most recent tape save 
becomes corrupted or unreadable, the recovery point may be as much as two days old.

Another problem is that the time required to recover from tapes ranges from multiple hours 
to multiple days. Higher tape speeds have, over the years, considerably reduced the time 
required to save and recover a fixed amount of data, but this has been offset, at least in 
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part, by the rapidly expanding size of databases. Hence, tape recovery times for large data-
bases are typically still too long for most dynamic, customer-focused businesses.

TTape imposes yet another challenge. In the past, tape save jobs required exclusive access 
to the datasets they were saving. A save-while-active feature that is available for IBM i 
servers as well as for a select set of databases on the AIX platform, eliminates this problem, 
but tape-save jobs still significantly impact the performance of other jobs that are running 
during save operations. This was acceptable when most companies needed their online 
applications only during “nine-to-five” business hours, but now that high-performance 
access to databases is required to run 24/7 Web sites, support global operations, and 
execute critical applications for multi-shift manufacturing plants, those backup windows 
have disappeared.

High End of the Spectrum: Clustering 

Near the top of the DR spectrum are software-driven, logical data replication solutions 
(commonly known as “high availability,” or HA) that constantly maintain a duplicate set of 
business-critical data and objects on a second system. As changes are made to data and 
objects on the production system (also known as the “source” system) they are reflected in 
real-time or near real-time on the backup (or “target”) system. 

The most stringent form of HA, called “clustering,” includes functionality that runs on the 
target (backup) system and monitors the availability of the source (primary or production) 
system. Should a problem occur on the source system, the clustering software can then 
either prompt an operator to initiate a switchover, or, if configured to do so, it can fail over 
automatically, eliminating human response times—and the potential for human error—from 
the equation. This automated failover capability can be enabled or disabled by the system 
administrator. Having manual switchover capability enables administrators to seamlessly 
move operations to alternative systems while they conduct planned server and application 
maintenance, thus avoiding unnecessary downtime for these normal events.

To add an additional level of resilience, the target system can be hosted in a different loca-
tion (ideally in a different city) than the production system. This dramatically reduces the risk 
of the target system being affected by a disaster that destroys the source.

Charting the Technologies

Throughout this white paper, each DR technology will be placed on a graph that illustrates 
its relative recovery point and recovery time capability, compared to the other technologies. 
For simplicity, we will begin with the low- and high-end technologies, tape backups and 
clustering, already in place.

One additional factor will be considered as we review the technologies: Some technologies 
are intended to work on a single server or storage device. Others require, by design, at least 
a second separate system to work. Some even assume three or more systems are in place. 
Within our chart, single-system solutions will be shown in the lower half, while multi-system 
solutions, which naturally have shorter recovery times, will be depicted in the upper half. 
We will begin this paper by discussing single-system solutions and then later review multi-
system solutions.
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It should be noted that the technologies are represented on the graphs as squares rather 
than points. This is because different vendors’ products offer different recovery time and 
recovery point capabilities. In addition, the options selected when implementing a particular 
HA/DR solution may affect its recovery point and recovery time results. 

Finally, know that this graph can provide only a general view of the relative, not the absolute, 
abilities for each technology. To help clarify, we will also provide a sort of gauge to assist with 
understanding more clearly the recovery point and recovery time capabilities of each tech-
nology. On this gauge, the moment of failure (server crash, disaster, etc.) is in the middle. 
Toward the left is the past; to the right, the future. On the left side, we depict data recover-
ability. To the right, the time to recover, to get back in business with the recovered data. The 
greater the gap in the middle of the gauge, the less complete the protection provided by 
that technology.
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Single-System DR Solutions

Companies that have only a single Power Systems server have more limited options for 
improving their RPO and RTO than companies with multiple machines. Still, single-system 
solutions might be adequate to achieve an organization’s RPO and RTO requirements. 
These solutions may continue to suffice either until the company must operate around the 
clock, making off-hours scheduled maintenance windows impossible, or until some external 
entity, such as a government or industry regulator, mandates further improvement in the 
organization’s RTO and/or RPO.

Augmented Tape Saves 

Backing up data to tape is the basis of single-system DR solutions. However, because of 
the time it takes to recover data from tape and to help prevent gaps in the recovered data 
set, tape saves are augmented in various ways:  

Tape Management Solutions 
Various third-party solutions can help IT people better manage their tape backup tasks so 
that the appropriate tapes can be more quickly located and loaded (in the appropriate order) 
to improve recovery times and reduce the likelihood of errors.  

Tape Arrays/Libraries 
The use of faster tape drives and/or multiple tape drives is another way to improve recovery 
time. Employing an array of tape drives (sometimes referred to as a “tape library”) that can 
run multiple drives in parallel not only reduces the amount of downtime caused by the tape-
save process, but also shrinks, by many hours, the time it takes to restore data from tape.  

Cold Sites/Hot Sites 
Many companies subscribe to a service that entitles them to quickly access a similarly con-
figured system at a protected site in the event of a site loss or catastrophic system failure. 
This improves the recovery time significantly as compared to waiting to have the system 
(and perhaps even a building) replaced. These subscription plans typically consist of two 
choices: cold site and hot site. 

A cold site is generally a facility that provides a basic computer room and telecommunica-
tion facilities. When a disaster or other catastrophic system failure occurs, the customer 
arranges to have a replacement machine delivered. Data and application code are then 
restored on this machine from the backup tapes.

A hot site takes this a step further by having a system capable of running the customer’s 
operations pre-configured and ready to go when a disaster is “declared.” Depending on 
the plan, the target system will be delivered to the site of the customer’s choosing or the 
customer will bring backup tapes to a designated site where the data will be restored and 
where the customer will attempt to resume business.
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Tape Backups Plus Journaling 

You can improve the odds of recovering the transactions that occurred up to the point of 
system failure by combining tape saves with journaling capabilities available in IBM i, and 
database’ journaling capabilities in AIX environments. 

The journaling process essentially takes very compact “snapshots” of data changes, called 
“journal entries,” and rapidly writes them to a journal. In the event of a system failure, journal 
entries accumulated since the last tape save can be “reapplied” to data and objects that 
were previously restored from tape. This brings the restored data very close to the state it 
was in when the system failed. Another benefit of journaling is that if a tape fails during the 
restoration process, assuming all the related journals can still be accessed, it is possible to 
restore an earlier tape set and apply journal entries from that point forward to recover the 
data—again, nearly to the point of failure.
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Depending on which operating system and DBMS you use, the amount of memory installed 
on your system, and the way your system is configured to use that memory, it may even be 
possible to use journaling to recover transactions that were still in main memory at the time 
of a power loss or a sudden system failure (as long as a disk wasn’t the cause of the failure). 
This is because journaling is designed to write journal entries to disk prior to the transactions 
being updated in the database.

Journaling requires additional disk capacity to store the journal entries but adds only a few 
percent to the CPU load.

Recovering data from the journal can still take considerable time. How long it takes depends 
on the volume of transactions, the speed of your server, and the number of journal entries 
to be recovered. In addition, one must be proficient with journaling to use the technology 
properly to apply journal entries to objects that are restored from tape. With journaling, the 
recovery point is significantly improved, but because of the additional work required, the 
recovery time will actually be longer than restoring only from tape.
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When using journaling as part of your backup and recovery strategy, it is critical to protect 
the journaled data by saving journal entries to tape at periodic intervals between regular 
daily tape saves.

In the case of Power Systems servers running the IBM i operating system, a best practice 
is to have journal entries written to an auxiliary storage pool (ASP)—sometimes referred to 
as a “disk pool”—that uses different disks than the production data uses. The reason is that 
if a disk that contains production data fails, the journaled data should not be affected. You 
also gain a performance benefit by writing journal receivers to a separate ASP, as this can 
eliminate disk I/O contention between the writing of production data and the journal entries.

Finally, in addition to being able to recover data to its state at a particular point in time, jour-
naling allows you to audit changes to the production (source) data for security and compli-
ance reasons.

Disk Resiliency 

IBM Power Systems hardware failures are rare, but they do happen occasionally. The most 
common type is the failure of one or more disk drives. To mitigate or eliminate the impact of 
this kind of failure, two well-established technologies are commonly employed: device parity 
protection (also known as RAID) and local disk mirroring. Keep in mind that what is being 
discussed here is the failure of only a disk drive, not a disaster that destroys a whole data 
center.

Device Parity Protection (RAID) 

This technology, known more commonly as redundant array of independent disks (RAID), is 
an operating system/hardware function that calculates and saves a parity value for each bit 
of data written. The parity value is computed from the data at the same location on each of 
the other disk units in the parity set. If a disk failure occurs, the data on the bad unit can be 
reconstructed by using the saved parity value and the values of the bits in the same loca-
tions on the other disks. RAID protection requires only 10% to 25% additional disk capacity 
to provide the protection, and the system continues to run during the reconstruction pro-
cess (although performance is usually impacted). 

A vulnerability of RAID technology has been that if more than one disk fails, the data cannot 
be recovered. However, a next generation of RAID technology that allows recovery of data 
even when multiple drives fail is now available.

Local Disk Mirroring

The highest level of single-system data protection is disk mirroring. This technology works in 
conjunction with the disk controllers and the operating system to simultaneously write data 
to two separate but identical disk sets in the same server. If one disk unit fails, the system 
continues to operate—without any interruption to users—by instantly accessing the data on 
the mirrored disk unit until the failed disk unit is repaired or replaced.
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Disk mirroring can be performed only for entire disk sets, meaning that it requires significant-
ly more disk than RAID. Mirroring disks requires at least 100% more disk space to accom-
plish (that is, double the original data storage) versus only 10–25% more for RAID. However, 
this technology has a significant advantage over parity protection even when systems 
capable of recovery from multi-disk failure are in place. Put simply, a fully mirrored system is 
basically “ready to run.” And although some reconfiguration time is required, in general, mir-
rored disk normally achieves a shorter recovery time than is possible by rebuilding from disk 
parity information.

Local disk mirroring protects against most cases of lost disk drives. The ever-decreasing 
cost of disk storage has also made disk mirroring an affordable DR technology even for 
smaller companies.
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Multi-System DR & HA Solutions 

The second major category of DR solutions uses one or more additional Power Systems 
servers to add an extra level of resiliency. With additional technologies in place, a near real-
time mirror copy of your critical data and objects is kept on the second machine, allowing 
recovery of transactions that occurred just before the failure and possibly providing a 
recovery time of only minutes (depending on the technology used).

When the recovery time comes close to zero—as is the case when the solution includes 
automated failover/switchover functionality—and the recovery point is at or very near the 
point of failure, you aren’t really “recovering” from a disaster. Instead, you are carrying on 
business despite the disaster by switching to a redundant, unaffected system. Solutions that 
provide this level of protection against both data loss and downtime are more commonly 
referred to as high availability (HA) solutions.

Replication 

A variety of operating system–based and proprietary software–based technologies are 
available that create and maintain a continuously updated, duplicate image of application 
data and other critical system objects in a second server or storage environment. These 
solutions are properly referred to as “logical data replication,” although they may be referred 
to simply as “replication” (in contrast to “mirroring”). In some instances, replication may even 
be handled by functionality that is built into a database application.

No matter on which basis it is being accomplished, data and object replication is performed 
in either synchronous or asynchronous mode. When using synchronous replication, an 
application is not allowed to continue until the replication process receives a message that 
a transmitted data change has been received on the remote machine and applied to the 
designated object. In contrast, asynchronous replication separates the source data update 
process from the replication process. Data changes are queued if the transmission, receive, 
and/or apply process falls behind for some reason. This allows the originating process 
to proceed without waiting for the apply function to occur, but, of course, there is some 
possibility of losing the queued data until it is applied to the mirrored object.

With a properly configured and managed data replication solution and enough computing 
resources and bandwidth, asynchronous replication can facilitate a recovery point that 
is at or almost at the point of failure. With synchronous replication, the recovery point is 
guaranteed to be right up to the point of failure, but this small incremental improvement in 
recovery point comes at the cost of some impact on application response times. 

Additional benefits of logical data replication include the following: 

•  Read-only workloads can be moved to the target system. For instance, queries, reports, 
etc. can be generated from the mirrored data in the backup environment, thus reducing 
the demands on production environment resources.

•  Downtime on the production system normally caused by the tape save process can be 
eliminated because the execution of tape saves can be done in the backup environment 
rather than the primary production environment. In fact, some companies use logical data 
replication software in a single-system, LPAR-to-LPAR environment solely to eliminate 
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downtime from tape saves. 

•  If a hardware failure or site disaster occurs, data can be quickly retrieved from the backup 
environment once the production machine is repaired or replaced. 

Logical replication solutions have some limitations that should be considered as well. Some 
administrative monitoring and maintenance of the synchronized target database is usually 
necessary for several reasons: 

•  Even in the best circumstances, simple data transmission errors can result in changes not 
making it to the target. Procedures to compare the source and target databases to ensure 
accurate replication are highly recommended. 

•  A direct alteration of the target database, by accident or by well-intentioned administrative 
action, can result in a missing or non-matching record on the target. If the source attempts 
to send a change to the altered target, the transaction can get held up until manual (or in 
some products, automated) resolution is applied.

•  Logical replication can require more-stringent change management. Because logical 
replication usually specifies that only a portion of the overall data on the disk is subject to 
replication, any system, application, or database-model changes must be reviewed for 
their impact upon the replication schema. If system changes are applied, but the replication 
configuration is not changed, vital data may not replicate to the target, leaving it crippled or 
at least less than fully accurate should you ever need to press it into production. 

Next-Generation Logical Replication 

Some logical data replication products include significant next-generation technologies that 
dramatically improve reliability and efficiency. 

Autonomic Capabilities 

These are functions that self-heal, self-configure, and self-optimize the data replication 
process so that the time and expertise needed to configure and manage the process is 
minimized and reliability is greatly increased. For instance, a very useful self-healing function 
is the automatic detection and resynchronization of objects on the target system with the 
same objects on the primary system. An example of a self-optimizing function is the auto-
matic load-balancing of journals. Typically, the more robust the autonomic functions that a 
data replication solution incorporates, the more reliable and easy it is to use. 

Advanced Auditing Capabilities 

Every logical data replication product includes functions that verify whether mirrored objects 
on the target system match the same objects on the primary system, but some methods 
are more efficient and accurate than others. It is particularly useful if an auditing process 
can determine, at the record level, if there is a mismatch between the same object on the 
primary and the target systems and then “heal” the object at the record level instead of 
resynchronizing the entire file. 
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LPAR

At this point in our discussion, we must stop and add a note about logical partitioning 
(LPAR). LPAR is, at its core, a virtualization technology provided by the IBM i and AIX operat-
ing systems. Essentially, LPAR allows you to run more than one instance of these operating 
systems on a single PowerSystems server. This can be helpful in configuring two different 
applications to run on the same physical server at the same time.

The net impact on our discussion is that when LPAR is implemented, a single system can 
take on some multi-system characteristics. For example, it is possible to replicate data 
between LPARs. In truth, one is replicating from one reserved part of the server disk to 
another. But very basic HA can be achieved. For example, because data is being replicated, 
there is the possibility of using the second set of data for, say, tape backup runs, without 
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stopping the application on the primary LPAR. So downtime is avoided, a core HA benefit.

However, because everything is on one physical storage device on one physical server, 
most of the protections offered by true multi-server HA are not provided. All your eggs are in 
one basket, so to speak. Options for recovery from damage to the server, the disk storage, 
or the data center where it is located are basically the same as those of a single system.

So while LPAR has impacts on HA and DR planning, it is not itself an HA or DR technology. 
But to acknowledge LPAR while keeping it in perspective, we will shade the area between 
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the lower, single-system and upper multi-system sections of our graph.

Disk-Level Replication: Remote Mirroring 

Remote disk mirroring is similar to the single-system mirroring described above, but the disk 
mirror is attached to a second system. Two such mirroring facilities, Metro Mirror and Global 
Mirror, which are available on IBM storage subsystems for Power Systems servers—both 
AIX and IBM i—are described below. A third mirroring technology, GLVM, which is unique to 
AIX, is also discussed. 

Metro Mirror

Metro Mirror, mirrors data synchronously between two disk subsystems that are no further 
than 300 km (186 miles) apart. This is sufficiently distant to prevent, in most cases, a single 
disaster knocking out both disk subsystems. However, the 300 km distance is a maximum. 
Most organizations using Metro Mirror will keep the two disks subsystems closer than that, 
meaning that some types of disasters, such as powerful earthquakes or hurricanes, could 
destroy both disk subsystems, or at least force them offline temporarily.

The synchronicity of Metro Mirror is the primary reason for the distance restriction. Under 
Metro Mirror, when data is updated it is written first to the local disk subsystem and then  
to the remote (target) subsystem. The source server does not consider a user transaction  
to be complete until the remote subsystem signals that the write operation is complete.  
Thus, because communication response times are partly a function of distance, the greater 
the separation between the paired disk subsystems, the greater the impact on user re-
sponse times.

Global Mirror

Global Mirror can function in either synchronous or asynchronous mode. The details of what 
goes on under the covers is beyond the scope of this paper, but, from a high level, a Global 
Mirror in synchronous mode is similar to Metro Mirror. Consequently, to maintain accept-
able application response times, IBM recommends that you not use synchronous mode for 
distances greater than 300 km. However, greater distances are indeed possible.

Asynchronous mode separates the remote I/O from the local I/O. Write operations are thus 
considered to be complete when they are complete on the local disk subsystem. As a 
result, the mirroring functions have little impact on application response times, regardless of 
the distance between the mirrored disk subsystems.

Global Mirror includes functionality that ensures that writes are eventually applied to the re-
mote disk subsystem. But because the local and remote writes are asynchronous, the data 
on the remote disk subsystem will typically lag behind the local disk subsystem. The extent 
of this latency depends on a number of factors, including the distance between the two 
subsystems, communication bandwidth, and the relative performance of the two systems.

All disk-mirroring solutions—others include IBM Advanced Copy Services (ASC), the IBM DS 
range of external storage arrays, the EMC Symmetrix range of external storage arrays, and 
EMC SRDF—suffer from some potential drawbacks and limitations, including the following:
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•  Because hardware mirroring views data at the disk volume level, not at the application 
level, it is not possible to efficiently handle backup and recovery for one application without 
also stopping other applications.

•  When using synchronous mirroring, cable runs over 1000 meters may result in 
unacceptable application performance.

•  Most disk mirroring technologies work only with a single vendor’s disk models. This limits 
options for optimizing the price and performance of the installed disks.

•  Disk mirroring replicates uncommitted data, thereby jeopardizing the integrity of the 
backup disk. After an unplanned outage, the mirroring technology must first attempt to 
repair the integrity of the backup disk volume, often using a custom repair process to do 
so, thereby increasing recovery times. Furthermore, because it is not always possible to 
repair all business transactions, the intended recovery point objective (RPO) may not be 
achievable.

•  Hardware mirroring keeps the backup disk volume offline while mirroring so it is impossible 
to perform a tape backup—or any other operations—using the backup system. Thus, to 
take a copy of the backup disk volume, all users and jobs must temporarily be removed 
from the production system. As an alternative, the backup disk volume can first be copied 
to a third disk volume, but that obviously requires investing in at least twice as much disk 
for the backup systems.

•  Because hardware mirroring locks the backup disk volume, when it becomes necessary 
to use the backup disk volume, it must first be unlocked and put online. This typically 
requires a manual boot-up procedure (abnormal IPL) that can take hours.

•  Because each running instance of the IBM i OS is linked closely to the specific physical 
hardware configuration of its host server, it is not feasible to mirror the operating system to 
a backup server because the backup may then fail to boot up (IPL).

Geographic Logical Volume Manager (GLVM, AIX Only)

GLVM is an IP-based mirroring technology founded on the Logical Volume Manager native 
to AIX. GLVM is a software-based mirroring solution that creates virtual “Remote Physical 
Volumes” at the primary site and then maps these to physical volumes at a remote AIX node 
over an IP connection.

SAN Copy Services 

A technology that was once used mainly in large storage area network (SAN) environments 
is beginning to appear in standard IBM i environments through third-party solutions. This 
next-generation technology, generically known as “flash copy,” creates periodic point-in-
time “snapshots” of all data, including load source, and transmits them to a second external 
storage server that is connected to a second system in an environment that is identical to 
the primary system. This is done more quickly than backing data up to tape (depending on 
the communication bandwidth between the two systems and the number of read/write arms 
of the disk sets), and it eliminates the need for journaling. If the second IBM i server is kept 
offsite, these data snapshots are also automatically protected from disasters. 

In addition to flash copies, SAN copy services can also use Metro Mirror to maintain a  
real-time copy of all data on the backup system.
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SAN copy services improves recovery time in the event of a failure or disaster because the 
most recent snapshot (or up-to-date data when using Metro Mirror) can be quickly retrieved 
from the target system and restored on the production system. However, an IPL is required 
to access data on the backup system.

Even when using flash copy, this technology also increases the recovery point well above 
a tape-only strategy because multiple snapshots are typically taken over a 24-hour period. 
Because the data copy is stored on another system, it provides a layer of resiliency above a 
tape-save-plus-journaling solution.

Since these disk-based solutions don’t use journaling, they are considered easier to config-
ure and manage than solutions that rely directly on journaling. However, third-party solutions 
that automate the journal configuration and management processes are no more difficult—
and are usually easier—to configure and manage than SAN copy services. 

With SAN copy services, the production system does not need to incur any downtime for 
tape saves as a tape save can be created from the data residing on the target system. Once 
the tape save is complete, older flash copies are typically deleted to reduce disk storage 
requirements. 

A downside of flash copy is that the applications that are protected usually must be 
quiesced before the copy begins. In other words, no user or process has access to the 
application or its objects once the flash-copy process starts and until it ends. 

Remote Journaling (IBM i Only) 

The IBM i operating system includes a data transport functionality called “remote journal-
ing.” As the name suggests, all the transaction information that is being journaled is sent 
directly to the remotely hosted target (backup) system by the operating system. This means 
that data is replicated at the operating system level, rather than by an application running on 
top of the OS, so most of the overhead caused by the replication process is moved to the 
backup system, thereby placing only minimal replication overhead burden on the production 
machine.

Because the generated journal entries reside on a different server, they are protected when 
a failure or disaster occurs on the originating machine. As with standard journaling, the 
remote journal entries can be retrieved and applied to objects that are restored from tape. 
Unfortunately, as with standard journaling, it takes considerable knowledge and skills to 
reliably manage the remote journal receivers and restore data from them.

Using other functions within IBM i, it is possible to go a step further and use remote 
journaling technology to keep a set of objects on a target system fully synchronized with the 
same objects on the primary system, but doing so requires a very knowledgeable IT staff 
and considerable time to employ and manage this functionality.

Many IT shops that want to mirror objects on a second system prefer to purchase a logical 
data replication solution from a third-party vendor, ensuring that most of the processes 
are handled automatically by the software. In fact, remote journaling is used as a major 
component within some multi-system, third-party HA solutions. Remote journaling in third-
party HA solutions will be covered later, in the section titled Replication.
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Managed Journal / Log Recovery 

When relying on a combination of tape 
backups and journal or log entries to 
restore a system, the need for onsite 
expertise and considerable manual 
operations can delay recovery times. 
However, the recovery time can be 
signifi cantly reduced and the skills 
requirement can be virtually eliminated 
with third-party journal/log recovery 
products. With these tools, most of the 
recovery work is simplifi ed, a matter of 
point-and-click on a graphical interface 
to initiate the tasks.
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What About CDP?

Continuous Data Protection, or CDP, bears some resemblance to 

managed journal or log recovery. However, its goal is to be able 

to quickly recover an individual fi le or object from some recent 

point in time. Depending upon which CDP software or functional-

ity is under discussion, offsite replication may be involved, and an 

interface for browsing through prior versions of individual fi les is 

generally provided. But CDP does not protect systems to the level 

of DR we are discussing in this paper, so it will not be discussed 

here in detail. 
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In addition to speeding up the recovery process, the automation of the underlying processes 
helps to reduce the probability of human errors—a threat that increases as people are under 
the stress that occurs when trying to recover from a disaster.

Journaling or logging can reduce the recovery point close to, or possibly right up the point 
of failure in the event of single-point failures such as disk crashes. However, if a disaster 
destroys the data center, including the local disk-based journal receivers or logs, and any 
intraday journal tapes that have not yet been sent offsite, it affords a recovery point that is 
no better than relying on a tape saves alone.

Another approach, known as “managed journal recovery” generally sends journal or log 
entries offsite at frequent, regular intervals, to either another Power Systems server or, 
depending upon the capabilities of the solution, even to a Windows, UNIX or Linux based 
server. The goal here is not to provide a hot-standby backup server, that is, a server that is 
completely ready to take over operations. Rather, it is to maintain a remotely located, disk-
based repository of changes made since the last tape save, thereby allowing recovery of 
data to the source server, nearly up to the point of a critical failure. 
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Logical Data Replication Plus Switchover/Failover 

The next level of DR technology, logical data replication coupled with the ability to rapidly 
switchover or failover to the backup environment, is not really DR at all, but rather high 
availability (HA). Switchover is the ability to quickly move users and processes to a fully 
functioning, fully synchronized backup system during periods of planned maintenance, thus 
reducing or even eliminating the downtime normally caused during these events. Failover is 
essentially the same process, but it is executed, possibly automatically, after a system failure 
or site disaster. Switchover and failover are made possible through “clustering,” which will 
be discussed shortly. 

Without switchover/failover capabilities in a data replication solution, the recovery time is 
signifi cantly slower because the mirrored data must be retrieved from the backup server and 
reloaded onto the production server.
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Next-generation autonomic technologies in HA solutions have significantly improved 
the speed and reliability of the switchover/failover process. In fact, many of the same 
next-generation autonomic and auditing functions improving the reliability of logical data 
replication also ensure that the HA solution is “switch-ready” and that the switch process is 
reliable and easy to execute. 

Clustering

Clustering has been part of the IBM i and AIX operating systems for some years now. 
Clustering allows multiple servers to be so tightly integrated with each other that they 
essentially work as one, but with multiple “nodes” or points of function. This technology can 
be used in several of the multi-system solutions outlined in this paper, particularly those with 
switchover and failover capabilities. 

Clustering focuses on providing extreme high availability. It is achieved through the sharing of 
disk pools, sometimes called Independent Auxiliary Storage Pools (IASPs). In this instance, 
two or more servers can be connected to the IASP, but only one can be in control of the 
disk at any given time. An entire application (programs, data, etc.) typically resides on the 
connected IASP rather than on the internal Power Systems disk.

When necessary, the IASP can be logically disconnected (dismounted) from one server and 
connected quickly to the other server. More importantly, in the event that the production 
server fails suddenly, the second connected Power Systems server can rapidly access the 
application (that is, a failover occurs) while the primary Power Systems server is repaired or 
replaced. The key is that an IASP allows a disk or a set of disks to be accessed or taken 
offline while the server is operating, without stopping to un-mount or perform an IPL. 

To use IASP technology, the disk pool must be defined as a “switchable” resource—i.e., an 
external expansion unit (tower), an input/output processor (IOP) on the bus shared by logical 
partitions, or an assigned IOP.

Because there is a single copy of the data, it is, by definition, always current. This 
configuration provides an excellent recovery point, and the recovery time can be almost 
instantaneous. Thus it provides very good HA coverage.

There are, however, several limitations that must be considered before implementing IASP/
switched disk technology: 

•  Unless you also implement disk resiliency (e.g., RAID) or disk redundancy via logical  
data replication or mirroring of your IASP to another remote IASP (sometimes referred to 
as Cross-Site Mirroring), the existence of only one set of data means that there is a  
single point of failure that could destroy your data and bring your systems down.  
Put simply, clustering alone provides HA, but does not automatically provide true  
disaster recovery capability.

•  The data on the IASP can be accessed from only one host at a time and, therefore, 
cannot be accessed from the second connected server for such things as read access 
(e.g., generating reports) or for tape-save operations. 

•  Some system objects are not currently supported by IASPs. These include user profiles, 
system values, job descriptions, classes, independent disk pools, device descriptions, 
network attributes, system environment variables, and TCP/IP attributes. Another process, 
such as periodic save/restore or logical data replication, is needed to protect these objects.
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Cluster-Enabled Applications 

The most aggressive, stringent recovery time and recovery point objectives, ranging from 
minutes to seconds or even sub-second recovery, can be achieved if the HA solution works 
in concert with applications that are cluster-enabled. With this capability, software hooks 
(APIs) are built into the application so that the application communicates intelligently with 
the clustering technologies of the operating system and the HA solution. This includes a 
feature called “heartbeat monitoring” in which the application can keep track of the status of 
individual transactions such that if a situation that could lead to a failure is detected, actions 
are taken to record partial transaction information on the target and optionally initiate an 
automatic failover. 
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When this process is properly tuned and tested, the failover can usually complete more 
quickly than when using non-clustered HA solutions, and users can potentially be presented 
with the last transaction they had been working with. While still an emerging technology, 
when available, cluster-enabled or cluster-aware applications can fully leverage clustering to 
provide extremely high availability.

Beyond the Technologies

In addition to understanding the relative strengths and capabilities of the technologies we 
have discussed, there are some other closely related issues that should be considered when 
evaluating DR technologies. 
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Planned Downtime Elimination

A number of important system maintenance tasks—such as database reorganizations and 
hardware and software upgrades—could, in the past, be performed only while applications 
were quiesced. Even when applications could, technically, remain active, the maintenance 
tasks often hampered application performance to the point where it threatened business 
operations.

This was acceptable when businesses had lengthy evening and weekend windows when 
downtime was acceptable. However, most companies must now grapple with shortened 
maintenance windows—often shortened to zero to support 24/7 operations. What’s more, 
the time required for some maintenance tasks has increased due to the vastly expanded 
databases that most companies have today.

Third-party software tools can maintain high performance system availability while carrying 
out some of these maintenance tasks. Whether these tools are correctly labeled as single-
system or multi-system solutions depends on the maintenance task being performed and 
the approach the tool takes to performing them.

For example, a database reorganization tool might create a shadow copy of the database 
on the same system and then reorganize the shadow copy, thereby eliminating the need to 
lock users out of the database for long periods during the reorganization. Of course, the tool 
must also be able to synchronize the primary and shadow databases so that any updates 
applied to the primary database during the reorganization process are reflected on the 
shadow copy. Alternatively, the tool might use sophisticated record-level locking to perform 
the reorganization in-place without causing undo impact on production operations. In either 
case, this would be a single-server solution.

A hardware migration, on the other hand, is by definition a two-system solution. Typically, a 
tool that eliminates downtime during hardware migrations copies all data and objects from 
the old system to the new one. It then continuously replicates changes made on the old 
system to the new one to keep the two synchronized until the IT department finishes testing 
the new system and is ready to switch users to it. 

In fact, it is increasingly common for organizations to invest in HA replication solutions with 
the intention of first using the solution to migrate or merge systems, as when two com-
panies merge and must combine their data systems, or to upgrade from an older server 
or system to a newer one. Then, once the migration or upgrade itself is complete, the full 
capabilities of the HA solution, already in place, are immediately applied, utilizing the older 
system as the target (backup) system. And why not? Until just recently, the business was 
able to get along on that older system, and at the moment the migration is completed, it is, 
quite probably, completely current and synchronized with the new production system. So 
there is little extra investment or work required to achieve full HA.
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Optimizing HA/DR Environments

One issue that has led many organizations to shy away from full-fledged HA solutions, or 
even just more comprehensive DR options, has been the burden that these solutions place 
on the organization’s systems. HA and DR tools are software. Software can’t run without 
consuming some CPU cycles.

This issue has diminished over the years both because CPU cycles have become much 
cheaper and because the HA and DR tools, like all technologies, have become more 
efficient as more research and development have been applied to them. The issue has not 
completely disappeared, but neither is it totally out of the hands of the organization. A well-
tuned environment will improve the performance of all software running in it, including the 
HA/DR tools.

Keeping databases tuned is critical. A reorganization tool that will allow databases to be 
reorganized without affecting production operations is important. Organizations without 
such a tool tend to put off database reorganizations until performance—for both their 
business applications and the HA software—becomes totally unacceptable rather than just 
a minor inconvenience.

Consider also tools that will automate the archiving of obsolete data based on your 
company’s data retention policies. The more data that exists in active files, the more data 
that has to be backed up and/or replicated. And if the primary data source is destroyed, all 
of the active data must be restored. Thus, archiving as much data as possible away from 
your active systems can significantly improve backup and recovery times. 

The Dropping Cost of Protection

The price of DR and HA technology has come down quite a bit in recent years, making it an 
affordable option even for most small- and medium-sized companies. There are numerous 
reasons for this drop in the cost of ownership: the cost of DR/HA software has dropped 
significantly; a second server suitable for use as a backup can be had for a small fraction 
of what it might have cost a few years ago, particularly the IBM Power Systems Capacity 
BackUp (CBU) editions; bandwidth has become very affordable; and, because of the many 
next-generation technologies outlined above, the time and staff needed to implement, 
monitor, and manage DR and HA solutions has been cut dramatically.  

Evaluating DR/HA Options

The DR/HA technology that best suits your needs depends, obviously, on what those needs 
are. For example, do you want to be able to perform tape saves on a redundant system so 
as to avoid any impact on production application performance? If so, you require a real-
time, accessible, disk-based replica of your production data. Do you want to be able to use 
the solution for disaster recovery? If so, the backup storage location has to be far enough 
from the primary system to make it unlikely that a disaster that affects one system will affect 
the other as well. Answers to these and other capabilities questions are provided in the 
charts below for HA/DR technologies in both the AIX and IBM i realms.
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AIX
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iTERA            MIMIX            Double-Take

Toward Business Continuity 

As this paper has shown, there is a wide variety of technologies, both old and new, that 
improve the time to recover data and the amount of data that can be recovered in the event 
of a system failure or site loss. 

In order to achieve your most appropriate level of business continuity, balancing, blending, 
and even compromises between these technologies will be required. For example, logical 
replication HA solutions provide very good recovery points and recovery times, but they 
can’t provide the instantaneous recovery from a disk failure that RAID and local disk 
mirroring can. And IASP solutions can be defeated by a single point of failure unless  
logical data replication is also employed to create a mirror of the IASP on another system.

And, as always, many other factors that can affect your business continuity must be 
considered, such as data security, platform and application integration, Web- and EDI-
interfaced environments, communications reliability, redundancy of peripherals, etc. 
The need for strategies and solutions targeted toward mitigating risks related to these 
areas is not reduced by implementing HA or DR solutions. But a well-designed and well-
implemented set of HA and DR technologies will extend the protection against all these 
threats while also protecting your organization against the costly business impacts of 
equipment failures, utility interruptions, and natural disasters. 

Easy. Affordable. Innovative. Vision Solutions.

With over 25,000 customers globally, Vision Solutions is one of the industry’s largest provid-
ers of Business continuity and information availability solutions for Windows, IBM i (i5/OS), 
AIX, Linux and Cloud environments. Vision’s MIMIX, Double-Take and iTERA brands keep 
business-critical information continuously protected and available. With an emphasis on 
affordability and ease-of-use, Vision products and services help customers achieve their IT 
protection and recovery goals, which in-turn improves profitability, productivity, regulation 
compliance, customer satisfaction and quality of life.

Vision Solutions oversees a global partner network that includes IBM, HP, Microsoft, VM-
ware, Dell and hundreds of resellers and system integrators. Privately held by Thoma
Bravo, Inc., Vision Solutions is headquartered in Irvine, California with development, support 
and sales offices worldwide.

For more information call 1 (800) 957-4511 or visit visionsolutions.com. Also find us on 
Facebook, Twitter, YouTube or at the Vision Solutions Blog.


